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physically:

transmons with shared

transmission line:

resonator !Sec. V". This type of approach was also discussed

in Refs. #14,29$ and here we will present various mecha-

nisms to tune this type of interaction. The dispersive regime

that is the basis of the schemes relying on virtual excitations

of the resonator can also be used to create probabilistic en-

tanglement due to measurement. This is discussed in Sec. VI.

Next, we consider gates that are based on real photon popu-

lation of the resonator !Sec. VII". For these gates, selection

rules will set some constraints on the transitions that can be

used. Finally, we discuss a gate based on the geometric phase

which was first introduced in the context of ion trap quantum

computation #46,47$.Before moving to two-qubit gates, we begin in Sec. II

with a brief review of circuit QED and, in Sec. III, with a

discussion of single-qubit gates. A table summarizing the ex-

pected rates and quality factors for the different gates is pre-

sented in the concluding section.

II. CIRCUIT QEDA. Jaynes-Cummings interaction
In this section, we briefly review the circuit QED archi-

tecture first introduced in Ref. #14$ and experimentally stud-

ied in Refs. #3,15–17$. Measurement-induced dephasing was

theoretically studied in Ref. #18$. As shown in Fig. 1, this

system consists of a superconducting charge qubit #1,48,49$

strongly coupled to a transmission line resonator #50$. Near

its resonance frequency !r, the transmission line resonator

can be modeled as a simple harmonic oscillator composed of

the parallel combination of an inductor L and a capacitor C.

Introducing the annihilation !creation" operator a !†", the reso-

nator can then be described by the HamiltonianHr = !ra†a ,
!2.1"

with !r =1/ %LC and where we have taken "=1. Using this

simple model, the voltage across the LC circuit !or, equiva-

lently, on the center conductor of the resonator" can be writ-

ten as VLC =Vrms
0 !a†+a", where Vrms

0
= %"!r /2C is the rms

value of the voltage in the ground state. An important advan-

tage of this architecture is the extremely small separation b

&5 #m between the center conductor of the resonator and

its ground planes. This leads to a large rms value of the

electric field Erms
0

=Vrms
0

/b&0.2 V/m for typical realizations

#3,15–17$.

Multiple superconducting charge qubits can be fabricated

in the space between the center conductor and the ground

planes of the resonator. As shown in Fig. 1, we will consider

the case of two qubits fabricated at the two ends of the reso-

nator. These qubits are sufficiently far apart that the direct

qubit-qubit capacitance is negligible. Direct capacitive cou-

pling of qubits fabricated inside a resonator was discussed in

Ref. #29$. An advantage of placing the qubits at the ends of

the resonator is the finite capacitive coupling between each

qubit and the input or output port of the resonator. This can

be used to independently dc bias the qubits at their charge

degeneracy point. The size of the direct capacitance must be

chosen in such a way as to limit energy relaxation and

dephasing due to noise at the input-output ports. Some of the

noise is however still filtered by the high-Q resonator #14$.

We note, that recent design advances have also raised the

possibility of eliminating the need for dc bias altogether #17$.

In the two-state approximation, the Hamiltonian of the jth

qubit takes the form

Hqj
= −

Eelj

2 $xj
−

EJj

2 $zj
,

!2.2"
where Eelj =4ECj

!1−2ngj
" is the electrostatic energy and EJj

=EJj

maxcos!%&j /&0" is the Josephson coupling energy. Here,

ECj
=e2/2C'j

is the charging energy with C'j
the total box

capacitance. ngj
=Cgj

Vgj
/2e is the dimensionless gate charge

with Cgj
the gate capacitance and Vgj

the gate voltage. EJj

max is

the maximum Josephson energy and &j the externally ap-

plied flux with &0 the flux quantum. Throughout this paper,

the j subscript will be used to distinguish the different qubits

and their parameters.With both qubits fabricated close to the ends of the reso-

nator !antinodes of the voltage", the coupling to the resonator

is maximized for both qubits. This coupling is capacitive and

determined by the gate voltage Vgj
=Vgj

dc+VLC, which con-

tains both the dc contribution Vgj

dc !coming from a dc bias

applied to the input port of the resonator" and a quantum part

VLC. Following Ref. #14$, the Hamiltonian of the circuit of

Fig. 1 in the basis of the eigenstates of Hqj
takes the formH = !ra†a + '

j=1,2

!aj

2 $zj
− '

j=1,2
gj!#j − cj$zj

+ sj$xj
"!a† + a" ,

!2.3"

where !aj
=%EJj

2 + #4ECj
!1−2ng,j"$2 is the transition fre-

quency of qubit j and gj =e!Cg,j /C',j"Vrms
0

/" is the coupling

strength of the resonator to qubit j. For simplicity of nota-

tion, we have also defined #j =1−2ng,j, cj =cos (j and sj

=sin (j, where (j =arctan#EJj
/ECj

!1−2ng,j"$ is the mixing

angle #14$.
When working at the charge degeneracy point ng,j

dc =1/2,

where dephasing is minimized #5$, and neglecting fast oscil-

lating terms using the rotating-wave approximation !RWA",

the above resonator plus qubit Hamiltonian takes the usual

Jaynes-Cummings form #77$

FIG. 1. !Color online" Layout and lumped element version of

circuit QED. Two superconducting charge qubits !green" are fabri-

cated inside the superconducting 1D transmission line resonator

!blue".

BLAIS et al.

PHYSICAL REVIEW A 75, 032329 !2007"

032329-2

Blais et al. PRA 75, 032329 (2007)

e.g. CNOT gate:

|00〉 → CNOT |00〉 = |00〉
|01〉 → CNOT |01〉 = |01〉
|10〉 → CNOT |10〉 = |11〉
|11〉 → CNOT |11〉 = |10〉

with same control ε(t).
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mathematically:

minimize functional J[{|φk(t)〉}, {εl(t)}]

= JT ({|φk(T )〉}) +
∑

l

∫ T

0

ga(εl(t)) dt

e.g. JT ,re = 1− 1
N Re

[∑N
k=1 〈φ

tgt
k |φk(T )〉

]
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theory

general exploration

experiment

functional/constraint
flexibility

Krotov’s
method

GRAPE

GOAT

GROUP

Nelder-Mead

CRAB

. . .

Closed loop
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number of control
parameters (n)?

Are the controls
“analytical”?

Use general
gradient-free methods Use CRAB

Are the controls
piecewise-constant?

Use GROUP/GOAT

Are the controls
approximately

time-continuous?

Is ∂JT
∂ε(t) known?

Use GRAPE

Is ∂JT
∂〈φk| known?

Use Krotov’s method

n . 20

yes no

20 . n . 100

no (analytical)

yes

n & 100 (piecewise-constant)

no yes (n � 100)

yes yes

no
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functional J[{|φk(t)〉}, {εl(t)}]

Krotov’s method:

Add “smart zero” to functional to disentangle
interdependence of states and field

Necessary and sufficient conditions for monotonic
convergence
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Krotov’s method (discretized)
sequential scheme:

2© forward-propagation with updated control

1© backward-propagation and storage with guess control

φk(0) φk(t1)

ε
(i)
1

φk(t). . .

ε
(i)
2

φk(tNT−1)

ε
(i)
NT−1

φk(T )

ε
(i)
NT

χk(0) χk(t1)

ε
(i−1)
1

χk(t). . .

ε
(i−1)
2

χk(tNT−1)

ε
(i−1)
NT−1

χk(T )

ε
(i−1)
NT

∂H
∂ε

∂H
∂ε

∂H
∂ε
. . . ∂H

∂ε

boundary condition: |χk (T )〉 = − ∂JT

∂ 〈φk (T )|
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functional J[{|φk(t)〉}, {εl(t)}]

time

co
n

tr
o

l
a

m
p

li
tu

d
e

Gradient Ascent Pulse Engineering (GRAPE):
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derivative ∂J

∂εl (tn)

Gradient Ascent Pulse Engineering (GRAPE):

Discretize first! Then calculate the gradient

L-BFGS-B: Quasi-Hessian for faster convergence
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Gradient Ascent Pulse Engineering (GRAPE):

∂τk

∂εn
=

∂

∂εn

〈
φtgt
k

∣∣φk (T )
〉

=
∂

∂εn

〈
φtgt
k

∣∣ÛNT
. . . Ûn . . . Û1

∣∣φk〉
=
〈
φtgt
k

∣∣ÛNT
. . . Ûn+1︸ ︷︷ ︸

〈χk (tn+1)|

∂Ûn

∂εn
Ûn−1 . . . Û1

∣∣φk〉︸ ︷︷ ︸
|φk (tn)〉
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functional J[{|φk(t)〉}, {εl(t)}]

time
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ε(t) = E1G (t1, σ1, t) + E2G (t2, σ2, t)

ε(t) =
10∑

i=1

(an cos(ωnt) + bn sin(ωnt))

. . . Filter function of control electronics – non-analytic!
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gradient-free optimization

structure. In particular the DMRG describes ground state
static properties of one-dimensional systems by means of a
matrix product state (MPS) [16]. The main characteristic of
a MPS is that the resources needed to describe a given
system depend only polynomially on the system size N,
due to the introduction of an ancillary dimension m that
determines the precision of the approximation. Since an
exact description requires exponentially increasing resour-
ces with the number of components N, the tensor network
approach results in an exponential gain in resources. Given
a system Hamiltonian, the best possible approximated
description of the system ground state—within the MPS
at fixed m—is determined by means of an efficient energy
minimization. With some slight modification, discretizing
the time T ¼ nsteps!t and performing a Trotter expansion,
the algorithm can be adapted to follow a state time evolu-
tion, the so-called tDMRG [13]. The tDMRG is a very
powerful numerical method for efficiently numerically
simulating the time evolution of one-dimensional many-
body quantum systems. The class of states and of time
evolutions that can be efficiently described with a small
error are determined by the presence of entanglement
between the different system components [12]. Here, we
will use the tDMRG for the simulation of cold atoms in
time-dependent optical lattices, which we feed into the
chopped random basis (CRAB) optimization algorithm as
described below.

CRAB method.—The general scenario of an optimal
control problem can be stated as follows: given a system
described by a Hamiltonian H depending on some control
parameters cjðtÞ with j ¼ 1; . . . ; NC, the goal is to find the
cj’s time dependence (pulse shape) that extremizes a given
figure of merit F , for instance, the final system energy,
state fidelity, or entanglement. We then start with an initial
pulse guess c0j ðtÞ and look for the best correction that has a
simple expression in a given functional basis. As an ex-
plicative example, here we focus on the case where the
correction is of the form cjðtÞ ¼ c0j ðtÞfjðtÞ, and the func-

tions fjðtÞ can be simply expressed in a truncated Fourier
space, depending on the expansion coefficients ~aj ¼ akj
(k ¼ 1; . . . ;Mj). In particular, in the following, we start
from an initial ansatz, e.g., an exponential or linear ramp,
and we introduce a correction of the form

fðtÞ ¼ 1

N

!
1þ

X

k

Ak sinð!ktÞ þ Bk cosð!ktÞ
"
: (1)

Here, k ¼ 1; . . . ;M, !k ¼ 2"kð1þ rkÞ=T are ‘‘rando-
mized’’ Fourier harmonics, T is the total time evolution,
rk 2 ½0:1& are random numbers with a flat distribution, and
N is a normalization constant to keep the initial and final
control pulse values fixed. The optimization problem is
then reformulated as the extremization of a multivariable
function F ðfAkg; fBkg; f!kÞg, which can be numerically
approached with a suitable method, e.g., steepest descent
or conjugate gradient [17]. When using CRAB together

with tDMRG, computing the gradient of F is extremely
resource consuming, if not impossible. Thus we resort to a
direct search method like the Nelder-Mead or Simplex
methods [17]. They are based on the construction of a
polytope defined by some initial set of points in the space
of parameters that ‘‘rolls down the hill’’ following prede-
fined rules until reaching a (possibly local) minimum (see
Fig. 1). Because of the fact that direct search methods are
based on many independent evaluations of the function to
be minimized, they can be efficiently implemented to-
gether with tDMRG simulations (and possibly performed
in parallel). We stress that the functional dependency of the
correction presented here [Eq. (1)] is one possible ap-
proach: different strategies might be explored. Indeed,
making a given choice confines the search of the optimal
driving field in a subspace of the whole space of functions
and the results might depend on this choice. On the other
hand, this approach simplifies the optimization problem
that would be otherwise computationally unfeasible when
tDMRG simulations are needed. As shown below, the
described choice allows us to perform a successful
optimization.
Optical-lattice system.—Very recently, the experimental

and theoretical analysis of the dynamics of cold atoms in
optical lattices has experienced a fast development, after
the experimental demonstration of coherent manipulation
of ultracold atoms in the seminal work of Ref. [18], where
a Bose-Einstein condensate is first loaded into a single
trap, and then a periodic lattice potential is slowly ramped
up, inducing a quantum phase transition to aMott insulator.
This is the enabling step for a wide range of experiments,
from transport or spectroscopy to quantum information
processing [19]. In most of these applications, it is essential
to achieve the lowest possible number of defects in the final
state, that is, to reach exactly a final state with fixed number
of atoms per site, e.g., unit filling. Up to now, this has been
pursued by limiting the process speed—the superfluid-
Mott insulator transition has been performed in about a
hundred milliseconds, with a density of defects typically of
the order of 10% [20].
Cold atoms in an optical lattice can be described by the

Bose-Hubbard model defined by the Hamiltonian [19,21]

FIG. 1 (color online). (a) An initial guess pulse c0ðtÞ is used as
a starting point. (b) The function F ð ~aÞ for the case ~a ¼ fa1; a2g
and the initial polytope (white triangle) are defined and moved
‘‘downhill’’ [darker gray (red) triangles] until convergence is
reached. (c) The final point is recast as the optimal pulse cðtÞ.

PRL 106, 190501 (2011) P HY S I CA L R EV I EW LE T T E R S
week ending
13 MAY 2011

190501-2

Doria et al. PRL 106, 190501 (2011)

e.g. Nelder-Mead (simplex), genetic algorithms. . .
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GROUP & GOAT: apply gradient to parametrized pulses

ε(t) = S(t)
∑

n

cnfn(t) or generally ε(t) = ε({cn})

⇒ ∂J

∂cn
=
∑

i

∂J

∂εi

∂εi
∂cn

GROUP (collection of methods): chain rule
Sørensen et al., Phys. Rev. A 98, 022119 (2018)

GOAT: evaluate functional and gradient at the same time
(once per parameter)
Machnes et al., Phys. Rev. Lett. 120, 150401 (2018)

∂t

(
U
∂cnU

)
= − i

~

(
H 0
∂cnH H

)(
U
∂cnU

)

Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 12 / 25

http://goerz.io


GROUP & GOAT: apply gradient to parametrized pulses

ε(t) = S(t)
∑

n

cnfn(t) or generally ε(t) = ε({cn})

⇒ ∂J

∂cn
=
∑

i

∂J

∂εi

∂εi
∂cn

GROUP (collection of methods): chain rule
Sørensen et al., Phys. Rev. A 98, 022119 (2018)

GOAT: evaluate functional and gradient at the same time
(once per parameter)
Machnes et al., Phys. Rev. Lett. 120, 150401 (2018)

∂t

(
U
∂cnU

)
= − i

~

(
H 0
∂cnH H

)(
U
∂cnU

)

Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 12 / 25

http://goerz.io


GROUP & GOAT: apply gradient to parametrized pulses

ε(t) = S(t)
∑

n

cnfn(t) or generally ε(t) = ε({cn})

⇒ ∂J

∂cn
=
∑

i

∂J

∂εi

∂εi
∂cn

GROUP (collection of methods): chain rule
Sørensen et al., Phys. Rev. A 98, 022119 (2018)

GOAT: evaluate functional and gradient at the same time
(once per parameter)
Machnes et al., Phys. Rev. Lett. 120, 150401 (2018)

∂t

(
U
∂cnU

)
= − i

~

(
H 0
∂cnH H

)(
U
∂cnU

)

Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 12 / 25

http://goerz.io


Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 13 / 25

number of control
parameters (n)?

Are the controls
“analytical”?

Use general
gradient-free methods Use CRAB

Are the controls
piecewise-constant?

Use GROUP/GOAT

Are the controls
approximately

time-continuous?

Is ∂JT
∂ε(t) known?

Use GRAPE

Is ∂JT
∂〈φk| known?

Use Krotov’s method

n . 20

yes no

20 . n . 100

no (analytical)

yes

n & 100 (piecewise-constant)

no yes (n � 100)

yes yes

no

http://goerz.io


“hybrid” (multi-stage) methods (example: RIP gate)

1 Start with analytical formula, optimize free parameter
with simplex

2 Use simplex-optimized control as starting point for
gradient-based method
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⇒ Goerz et al. EPJ Quantum Tech. 2, 21 (2015)
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Charting the circuit QED design landscape
using optimal control theory

Goerz et al. npj Quantum Information 3, 37 (2017)
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two transmons with shared transmission line bus:

resonator !Sec. V". This type of approach was also discussed
in Refs. #14,29$ and here we will present various mecha-
nisms to tune this type of interaction. The dispersive regime
that is the basis of the schemes relying on virtual excitations
of the resonator can also be used to create probabilistic en-
tanglement due to measurement. This is discussed in Sec. VI.
Next, we consider gates that are based on real photon popu-
lation of the resonator !Sec. VII". For these gates, selection
rules will set some constraints on the transitions that can be
used. Finally, we discuss a gate based on the geometric phase
which was first introduced in the context of ion trap quantum
computation #46,47$.

Before moving to two-qubit gates, we begin in Sec. II
with a brief review of circuit QED and, in Sec. III, with a
discussion of single-qubit gates. A table summarizing the ex-
pected rates and quality factors for the different gates is pre-
sented in the concluding section.

II. CIRCUIT QED

A. Jaynes-Cummings interaction

In this section, we briefly review the circuit QED archi-
tecture first introduced in Ref. #14$ and experimentally stud-
ied in Refs. #3,15–17$. Measurement-induced dephasing was
theoretically studied in Ref. #18$. As shown in Fig. 1, this
system consists of a superconducting charge qubit #1,48,49$
strongly coupled to a transmission line resonator #50$. Near
its resonance frequency !r, the transmission line resonator
can be modeled as a simple harmonic oscillator composed of
the parallel combination of an inductor L and a capacitor C.
Introducing the annihilation !creation" operator a!†", the reso-
nator can then be described by the Hamiltonian

Hr = !ra
†a , !2.1"

with !r=1/%LC and where we have taken "=1. Using this
simple model, the voltage across the LC circuit !or, equiva-
lently, on the center conductor of the resonator" can be writ-
ten as VLC=Vrms

0 !a†+a", where Vrms
0 =%"!r /2C is the rms

value of the voltage in the ground state. An important advan-
tage of this architecture is the extremely small separation b
&5 #m between the center conductor of the resonator and
its ground planes. This leads to a large rms value of the
electric field Erms

0 =Vrms
0 /b&0.2 V/m for typical realizations

#3,15–17$.

Multiple superconducting charge qubits can be fabricated
in the space between the center conductor and the ground
planes of the resonator. As shown in Fig. 1, we will consider
the case of two qubits fabricated at the two ends of the reso-
nator. These qubits are sufficiently far apart that the direct
qubit-qubit capacitance is negligible. Direct capacitive cou-
pling of qubits fabricated inside a resonator was discussed in
Ref. #29$. An advantage of placing the qubits at the ends of
the resonator is the finite capacitive coupling between each
qubit and the input or output port of the resonator. This can
be used to independently dc bias the qubits at their charge
degeneracy point. The size of the direct capacitance must be
chosen in such a way as to limit energy relaxation and
dephasing due to noise at the input-output ports. Some of the
noise is however still filtered by the high-Q resonator #14$.
We note, that recent design advances have also raised the
possibility of eliminating the need for dc bias altogether #17$.

In the two-state approximation, the Hamiltonian of the jth
qubit takes the form

Hqj
= −

Eelj

2
$xj

−
EJj

2
$zj

, !2.2"

where Eelj
=4ECj

!1−2ngj
" is the electrostatic energy and EJj

=EJj

maxcos!%& j /&0" is the Josephson coupling energy. Here,
ECj

=e2 /2C'j
is the charging energy with C'j

the total box
capacitance. ngj

=Cgj
Vgj

/2e is the dimensionless gate charge
with Cgj

the gate capacitance and Vgj
the gate voltage. EJj

max is
the maximum Josephson energy and & j the externally ap-
plied flux with &0 the flux quantum. Throughout this paper,
the j subscript will be used to distinguish the different qubits
and their parameters.

With both qubits fabricated close to the ends of the reso-
nator !antinodes of the voltage", the coupling to the resonator
is maximized for both qubits. This coupling is capacitive and
determined by the gate voltage Vgj

=Vgj

dc+VLC, which con-
tains both the dc contribution Vgj

dc !coming from a dc bias
applied to the input port of the resonator" and a quantum part
VLC. Following Ref. #14$, the Hamiltonian of the circuit of
Fig. 1 in the basis of the eigenstates of Hqj

takes the form

H = !ra
†a + '

j=1,2

!aj

2
$zj

− '
j=1,2

gj!# j − cj$zj
+ sj$xj

"!a† + a" ,

!2.3"

where !aj
=%EJj

2 + #4ECj
!1−2ng,j"$2 is the transition fre-

quency of qubit j and gj =e!Cg,j /C',j"Vrms
0 /" is the coupling

strength of the resonator to qubit j. For simplicity of nota-
tion, we have also defined # j =1−2ng,j, cj =cos ( j and sj
=sin ( j, where ( j =arctan#EJj

/ECj
!1−2ng,j"$ is the mixing

angle #14$.
When working at the charge degeneracy point ng,j

dc =1/2,
where dephasing is minimized #5$, and neglecting fast oscil-
lating terms using the rotating-wave approximation !RWA",
the above resonator plus qubit Hamiltonian takes the usual
Jaynes-Cummings form #77$

FIG. 1. !Color online" Layout and lumped element version of
circuit QED. Two superconducting charge qubits !green" are fabri-
cated inside the superconducting 1D transmission line resonator
!blue".

BLAIS et al. PHYSICAL REVIEW A 75, 032329 !2007"

032329-2

Blais et al. PRA 75, 032329 (2007)

Ĥ = ωc â
†â + b̂

†
1b̂1 + b̂

†
2b̂2 +

α1

2
b̂
†
1b̂
†
1b̂1b̂1 +

α2

2
b̂
†
2b̂
†
2b̂2b̂2

+ g1(b̂
†
1â + b̂1â

†) + g2(b̂
†
2â + b̂2â

†) + u∗(t)â + u(t)â†

parameter landscape: ∆c/g , ∆2/α

http://goerz.io


Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 17 / 25

−20 −10 0 10 20 30 40
∆c/g

−3
−2
−1

0
1
2
3

∆
2
/
α

−20 −10 0 10 20 30 40
∆c/g

−20 −10 0 10 20 30 40
∆c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
0

T = 200 ns T = 50 ns

field-free

T = 10 ns

http://goerz.io


Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 17 / 25

−20 −10 0 10 20 30 40
∆c/g

−3
−2
−1

0
1
2
3

∆
2
/
α

−20 −10 0 10 20 30 40
∆c/g

−20 −10 0 10 20 30 40
∆c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
0

T = 200 ns T = 50 ns

field-free

T = 10 ns

universal quantum computing:
perfect entangler and local gates

http://goerz.io


Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 17 / 25

−20 −10 0 10 20 30 40
∆c/g

−3
−2
−1

0
1
2
3

∆
2
/
α

−20 −10 0 10 20 30 40
∆c/g

−20 −10 0 10 20 30 40
∆c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
0

T = 200 ns T = 50 ns

field-free

T = 10 ns

optimize for maximum / minimum entanglement

http://goerz.io


Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 17 / 25

−3
−2
−1

0
1
2
3

∆
2
/
α

−20 −10 0 10 20 30 40
∆c/g

−3
−2
−1

0
1
2
3

∆
2
/
α

−20 −10 0 10 20 30 40
∆c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
0

−20 −10 0 10 20 30 40
∆c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
S

Q

T = 200 ns T = 50 ns

field-free

minimization

T = 10 ns

http://goerz.io


Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 17 / 25

−3
−2
−1

0
1
2
3

∆
2
/
α

−3
−2
−1

0
1
2
3

∆
2
/
α

−20 −10 0 10 20 30 40
∆c/g

−3
−2
−1

0
1
2
3

∆
2
/
α

−20 −10 0 10 20 30 40
∆c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
0

0.0

0.2

0.4

0.6

0.8

1.0

C
S

Q

−20 −10 0 10 20 30 40
∆c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
P

E

T = 200 ns T = 50 ns

field-free

minimization

maximization

T = 10 ns

http://goerz.io


Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 17 / 25

−3
−2
−1

0
1
2
3

∆
2
/
α

−3
−2
−1

0
1
2
3

∆
2
/
α

−3
−2
−1

0
1
2
3

∆
2
/
α

−20 −10 0 10 20 30 40
∆c/g

−3
−2
−1

0
1
2
3

∆
2
/
α

−20 −10 0 10 20 30 40
∆c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
0

0.0

0.2

0.4

0.6

0.8

1.0

C
S

Q

0.0

0.2

0.4

0.6

0.8

1.0

C
P

E

−20 −10 0 10 20 30 40
∆c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
P

E
×

(1
−

C
S

Q
)

T = 200 ns T = 50 ns

field-free

minimization

maximization

combined

T = 10 ns

http://goerz.io


Michael Goerz (http://goerz.io) • ARL • Prospects of Optimal Control 17 / 25

�3
�2
�1

0
1
2
3

�
2
/
↵

�3
�2
�1

0
1
2
3

�
2
/
↵

�3
�2
�1

0
1
2
3

�
2
/
↵

�20 �10 0 10 20 30 40
�c/g

�3
�2
�1

0
1
2
3

�
2
/
↵

�20 �10 0 10 20 30 40
�c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
0

0.0

0.2

0.4

0.6

0.8

1.0

C
S

Q

0.0

0.2

0.4

0.6

0.8

1.0

C
P

E

�20 �10 0 10 20 30 40
�c/g

0.0

0.2

0.4

0.6

0.8

1.0

C
P

E
⇥

(1
�

C
S

Q
)

T = 200 ns T = 50 ns

field-free

minimization

maximization

combined

T = 10 ns

QuaDiSQ

http://goerz.io


optimize for specific set of universal gates:
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optimizing for entanglement
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⇒ application: Goerz et al. Phys. Rev. A 91, 062307 (2015)
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Reinforcement learning for quantum control

Use a neural net (AlphaZero)
to choose pulse amplitude in each time slice.
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Figure 1. a Circuit-QED architecture consisting of two qubits (colored boxes) mounted on either side of a transmission line
resonator. The first qubit is directly driven at the resonance frequency of the second one for a cross-resonance gate. An example
of a piecewise constant pulse is depicted below the setup. b The schematics of a Monte Carlo tree search. Here the nodes
are depicted as pulse sequences and the edges as lines. A single search consists of a forward propagation, expansion, and a
back-pass (see text). c The neural network architecture used in AlphaZero. The network takes the state (unitary) as input
and outputs probabilities for selecting individual actions p = {p1, p2, . . .} and an estimate of the final score (fidelity) v.

I. RESULTS

A. Unified quantum exploration algorithm

In this work, we seek to obtain pulse sequences that
can unitarily steer a quantum system towards given de-
sired dynamics. For our purposes, we quantify this task
through the state-averaged overlap fidelity F(U(t)) with
respect to a target unitary Ûtarget,

F(U(t)) =

����
1

dim
Tr

⇥
Û†(t)Ûtarget

⇤����
2

. (1)

Here, U(t) denotes the time evolution operator of the sys-
tem, which solves the Schrödinger equation. We fix for
concreteness our physical architeture as superconducting
circuit QED [48], being both a highly tunable and po-
tentially scalable architecture, with potential near-term
applications [49]. The system is chosen to be a resonator-
coupled two-transmon system, as depicted in Fig. 1a.
Here the transmon qubits are mounted on either side of
a linear resonator and we drive the first qubit with an
external control ⌦, which could be a piecewice constant
pulse as depicted in the bottom of the figure. The system
dynamics are governed by the Hamiltonian [50]

Ĥ(t) = �b̂†
1b̂1 + J(b̂†

1b̂2 + b̂1b̂
†
2) + ⌦(t)(b̂†

1 + b̂1), (2)

where bj is the qubit-lowering operator for transmon j,
and the external control ⌦(t) is shaped by the optimiza-
tion algorithm to maximize (1), with Ûtarget =

p
ZX be-

ing a standard entangling gate. Ûtarget with single qubit
gates form a universal gate set, e.g. , for quantum com-
putation on a surface code circuit-QED layout. We fix
the parameters to be within typical experimental values
(see e.g. Refs. [51, 52]) for the qubit-qubit coupling
J/2⇡ = 5MHz and the detuning �/2⇡ = 0.35GHz.

We consider three optimization classes to test a uni-
fied AlphaZero algorithm and benchmark it against

both domain-specialized and domain-agnostic algo-
rithms. These three correspond to control parameters
⌦(t) that are digital, i.e. taken from a discrete set of
possibilities; that can vary continuously as a function of
continuous but highly-filtered controls; and lastly, piece-
wise constant controls, which is standard in the QOCT
approximation.

Within the RL framework, an autonomous agent must
interact with an environment that at each time step t
inhabits a state st. Here we choose the unitary Û(t) to
represent this state. The agent then alters the unitary
at each time step t by applying an action at (here ⌦(t))
that transforms the unitary Û(t) ! Û(t + �t). The
purpose of the agent is to maximize an expected score
z at final time T , which we choose to be the fidelity
z = F(U(T )). This is done by implementing a proba-
bilistic policy ⇡(s) = (⇡a1 , ⇡a2 , . . .), which maps states
s to probabilities of applying actions, i.e. ⇡a = Pr(a|s).
The agent attempts to improve the policy by gradually
updating it with respect to the experience it gains.

Fig. 1b, c illustrate the tree search and the neural net-
work for AlphaZero, respectively. The upper output of
the neural network approximates the present policy for
a given input state, i.e. pa ⇠ ⇡a. Meanwhile, the lower
output provides a value function which estimates the ex-
pected final reward, that is v(st) ⇠ F(T ). Both functions
use only information about the current state and suf-
fer from being lower-dimensional approximations of ex-
tremely high dimensional state and action spaces. The
insight of the AlphaZero algorithm is to supplement the
predictive power of the value function v(st) with retrod-
ictive information coming from future action decisions in
a Monte Carlo search tree. The tree depicted in Fig. 1b
consists of nodes, which represent states (here depicted
as pulses) and edges, which are state-action pairs (de-
picted as lines). At each branch in the tree, the algorithm
chooses actions based on a combination of those with the
highest expected reward and the highest uncertainty, a
measure of which edges remain unexplored. Whenever

Fig 1 from: Dalgaard et. al, arXiv:1907.05672 (2019)
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Automatic DifferentiationGRADIENT-BASED OPTIMAL CONTROL OF OPEN … PHYSICAL REVIEW A 99, 052327 (2019)

FIG. 12. Computational graph for the example cost function
C(x1, x2) = 2x2

1 + exp(x1x2), created for automatic differentiation to
calculate ∂C

∂x1
and ∂C

∂x2
. Every ellipse represents one basic operation

whose gradients are known and symbolically given by the expres-
sions in rounded rectangles, attached by arrows. The inputs to each
operation are represented by lines entering the ellipse from above or
from the left or right. The output of each operation is given a name
zi written on the output line emerging from the bottom. After the
computational graph run in forward direction (from x1, x2 toward C),
reverse-mode automatic differentiation identifies paths between C
and each of x1 and x2. In this example, there is one path (orange color)
relating C to x2 while there are three paths (red paths) between C and
x1. Gradients are automatically calculated in a backward fashion by
recursively multiplying the gradients in each path from bottom to top,
then summing over all paths contributing to the same variable.

which are indeed the correct gradients. In this way, automatic
differentiation allows for calculating gradients for any com-
putational graph that is defined in terms of the building blocks
of the differentiator.

To utilize automatic differentiation in the optimization of
quantum simulations, the set of basic operations must include
matrix operations since the quantum dynamics is propagated
through matrix operations. The definition of gradients then
needs to account for the noncommutativity of matrix multi-
plication. To be able to generate gradients in the backward
paths, the differentiator must be able to express the gradients
with respect to the outputs in terms of the gradients with
respect to the inputs of the operation in hand. Thus, for every
basic matrix operation f (Mi), we need to specify how the
gradients with respect to the inputs of the operation, ∂C

∂Mi
, can

be calculated given gradients with respect to the output ∂C
∂ f .

Table III shows some of the basic matrix operations and their
gradient relations needed for automatic differentiation.

Because of the asymmetry in the MATMUL-gradient rule,
it is not simple to express the gradient relations for most
special functions like it was in the scalar case. Most of the
functions not defined in Table III (including the matrix expo-

TABLE III. Examples of basic matrix operations needed for au-
tomatic differentiation. Arguments of MATMUL must be compatible
under matrix multiplication; arguments of ADD must have the same
dimensions, and DET is only defined for square matrices.

Name Definition Gradients

MATMUL f (M1 , M2 ) = ∂C
∂M1

= M2
∂C
∂ f

M1 M2 and ∂C
∂M2

= ∂C
∂ f M1

ADD f (M1 , M2 ) = ∂C
∂M1

= ∂C
∂ f

M1 + M2 and ∂C
∂M2

= ∂C
∂ f

SCALE f (a, M1 ) = aM1
∂C

∂M1
= a∂C

∂ f

TRACE f (M1 ) = Tr(M1 ) ∂C
∂M1

= 1 ∂C
∂ f

DET f (M1 ) = det(M1 ) ∂C
∂M1

= det(M1 )M1
−T ∂C

∂ f

TRANSPOSE f (M1 ) = M1
T ∂C

∂M1
= ∂C

∂ f

CONJUGATE f (M1 ) = M1
∗ ∂C

∂M1
= ∂C

∂ f

nential) must be expressed in terms of the basic operations like
MATMUL, ADD, and SCALE so that the gradient calculation
is accurate.

APPENDIX B: ANALYTICAL GRADIENT OF STATE
TRANSFER IN QUANTUM TRAJECTORIES

In this Appendix, we will show how the analytical gradi-
ents of the cost function

C = 1 − |⟨ψT |ψN ⟩|2 (B1)

could be calculated in a quantum trajectory. The final state in
a quantum trajectory can be written as

|ψN ⟩ = MN MN−1 . . . M1|ψ (0)⟩
∥MN MN−1 . . . M1|ψ (0)⟩∥

, (B2)

where the nonunitary propagators Mj are given by

Mj = exp

(

−iHjdt − dt
2

∑

l

γl c
†
l cl

)

(B3)

in the absence of a jump, or

Mj = cl , (B4)

if a jump occurs in decoherence channel l . If we define

Fj =
√

⟨ψ (0)|M†
1 . . . M†

j Mj . . . M1|ψ (0)⟩ (B5)

and Y = F 2 with F = FN , then the gradient in the case of no
jump is

∂Y
∂u k j

= ∂

∂u k j
⟨ψ (0)|M†

1 . . . M†
N−1M†

N MN MN−1 . . . M1|ψ (0)⟩

= idt⟨ψ (0)|M†
1 . . . M†

j Hk . . . M†
N MN MN−1 . . . M1|ψ (0)⟩

− idt⟨ψ (0)|M†
1 . . . M†

N MN . . . HkMj . . . M1|ψ (0)⟩
= +2dtFFj Im(⟨ψN |MN . . . Mj+1Hk|ψ j⟩). (B6)
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Speedup for quantum optimal control from automatic differentiation
based on graphics processing units
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We implement a quantum optimal control algorithm based on automatic differentiation and harness the
acceleration afforded by graphics processing units (GPUs). Automatic differentiation allows us to specify
advanced optimization criteria and incorporate them in the optimization process with ease. We show that the
use of GPUs can speedup calculations by more than an order of magnitude. Our strategy facilitates efficient
numerical simulations on affordable desktop computers and exploration of a host of optimization constraints and
system parameters relevant to real-life experiments. We demonstrate optimization of quantum evolution based
on fine-grained evaluation of performance at each intermediate time step, thus enabling more intricate control on
the evolution path, suppression of departures from the truncated model subspace, as well as minimization of the
physical time needed to perform high-fidelity state preparation and unitary gates.

DOI: 10.1103/PhysRevA.95.042318

I. INTRODUCTION

The techniques and algorithms used to optimize the control
of quantum systems [1– 17] and those underlying the field
of deep neural networks [18,19] share a number of common
elements. Both areas heavily use linear algebra operations
combined with gradient descent optimization. Thus, advanced
hardware and software technology recently emerging from the
rapid development of machine learning also paves the way for
a significant boost of optimal quantum control techniques.

A crucial factor for recent impressive progress in machine
learning has been the leveraging of massive parallelism native
to graphics processing units (GPUs) [20– 24]. Similarly, GPUs
have been used to accelerate computations in many areas
of quantum physics and chemistry [25– 31]. Specifically,
GPUs are extremely efficient in multiplying very large ma-
trices [32,33]. Such multiplications also form a central step
in the simulation and optimal control of quantum systems.
Exploiting this advantageous feature of GPUs, we achieve
significant speed improvements in optimizing control schemes
for systems at the current frontiers of experimental quantum
computation. As the number of qubits in these experiments
is increasing [34– 36], it becomes increasingly important to
take advantage of optimal control techniques. Moreover,
recent advances in commercially available electronics—e.g.,
arbitrary waveform generators enabling base-band synthesis of
the entire microwave spectrum [37]—afford new capabilities
which quantum optimal control is uniquely well suited to
harness.

There have been numerous theoretical developments of
numerical and analytical methods for quantum optimal control
(see Ref. [1] for a recent review). The algorithms involved are
predominantly based on gradient methods, such as realized
in gradient ascent pulse engineering (GRAPE) [2,3], Krotov
algorithms [4– 10], or rapid monotonically convergent algo-
rithms [11– 17], and are available in several open-source pack-
ages, including QuTiP [38,39], DYNAMO [40], Spinach [41], and

*nelsonleung@uchicago.edu

SIMPSON [42]. Quantum optimal control has been remarkably
successful in determining optimized pulse sequences [43], de-
signing high-fidelity quantum gates [7,44– 53], and preparing
entangled states [54– 58].

Optimal control is a versatile concept which can be applied
to a vast variety of quantum systems. Typically, there is a
primary goal (e.g., maximizing fidelity to a target state or uni-
tary), as well as additional constraints and costs associated with
specific experimental systems. Examples of such constraints
include fixed maximum amplitudes of control pulses [59,60],
maximum overall power of control signals [61], and limited
time resolution of arbitrary waveform generator [62]. Further,
finite coherence of quantum systems motivates minimizing
the overall time needed for reaching the intended state or
unitary (time-optimal control) [63]. In certain cases, steering
the quantum system among an optimal path (time-dependent
target) may be desired [64]. Incorporating new constraints
in the optimization process often requires the analytical
derivation and implementation of additional contributions to
the gradient calculation, and may necessitate significant effort
to deploy on large computer clusters. This issue can greatly
impede the ability to quickly develop control strategies for new
problems.

To overcome these obstacles, we have implemented a
quantum optimal control scheme that incorporates constraints
via automatic differentiation [65,66] and utilizes GPUs for
boosting computational efficiency. Specifically, automatic
differentiation handles the updating of gradient calculations in
the backward-propagation algorithm [19], and thus eliminates
the need to hard code additional gradient contributions from
constraints. For the actual optimal control applications we
present in this paper, we find that the computational speedup
from utilizing GPUs becomes significant for Hilbert-space
sizes exceeding dimensions of the order of one hundred;
see Fig. 3. Together, these features allow a quick turnaround
for varying optimization constraints and system parameters,
rendering this approach invaluable for the study of quantum
optimal control. In this paper, we describe the implementation
of automatic differentiation, demonstrate its application to
quantum optimal control of example systems relevant to

2469-9926/2017/95(4)/042318(14) 042318-1 ©2017 American Physical Society
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Gradient-based optimal control of open quantum systems using quantum
trajectories and automatic differentiation
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We present a gradient-based optimal-control technique for open quantum systems that utilizes quantum
trajectories to simulate the quantum dynamics during optimization. Using trajectories allows for optimizing open
systems with less computational cost than the regular density matrix approaches in most realistic optimization
problems. We introduce an improved-sampling algorithm which minimizes the number of trajectories needed
per optimization iteration. Together with employing stochastic gradient descent techniques, this reduces the
complexity of optimizing many realistic open quantum systems to the complexity encountered with closed
systems. Our optimizer harnesses automatic differentiation to provide flexibility in optimization and to suit
the different constraints and diverse parameter regimes of real-life experiments. We utilize the optimizer in a
variety of applications to demonstrate how the use of quantum trajectories significantly reduces the computation
complexity while achieving a multitude of simultaneous optimization targets. Demonstrated targets include
high state-transfer fidelities despite dissipation, faster gate times, and maximization of qubit-readout fidelity
while maintaining the quantum nondemolition nature of the measurement and allowing for subsequent fast
resonator reset.

DOI: 10.1103/PhysRevA.99.052327

I. INTRODUCTION

Controlling the time evolution of quantum systems to
achieve certain optimization targets has been a crucial task in
a host of contexts, including quantum chemistry [1–4], NMR
spectroscopy [5–9], molecular physics [10,11], and quantum
information theory [12]. In addition, many applications of op-
timal control have been emerging in the field of quantum com-
puting in order to realize quantum gates [13–15] of different
qubit realizations including superconducting qubits [16–19]
and ion traps [20–22]. There exist different theoretical ap-
proaches to implementing optimal control in closed quantum
systems, but the main commonly used algorithms are gradient
ascent pulse engineering (GRAPE) [1], as well as Krotov’s
method [3,23] and other monotonically converging gradient
algorithms [2,24,25].

Studying open quantum systems where dissipation and
dephasing effects are included requires the simulation of open
dynamics. Typically, this can be described by a Markovian
Lindblad master equation [26]. A key difference between
open and closed dynamics is that the open case propagates
the quantum state as a density matrix instead of a state
vector. Most of the working closed-system algorithms can be
generalized to the open case but would have to propagate
density matrices of dimension d2 instead of state vectors
of dimension d . Open algorithms include open versions of
GRAPE [1] and Krotov’s methods [23]. Density matrix cen-
tered algorithms were successfully used in some applications
of small system size [27–30]. While traditional propagation

*abdelhafez@uchicago.edu

requires consistent matrix multiplications and exponentials
of superoperators of dimension d2 × d2, some more recent
approaches rely on propagating the density matrix through
different integration methods [31–33]. Notwithstanding the
achieved improvements, these techniques are still based on
storing and propagating matrices of size at least d × d . In ad-
dition, propagation is generally achieved through complex and
often computationally tedious integration techniques. Most
of the applications demonstrated with these techniques were
limited to moderate Hilbert space sizes.

A useful alternative for simulating the dynamics of open
quantum systems is to employ quantum trajectories. Quantum
trajectories describe the effect of the environment on the
system by a stochastic Schrödinger equation (SSE). This SSE
governs how the evolution of the system is conditioned on
the measurement processes of the environment [26,34]. Every
trajectory carries information about the dynamics and the av-
erage over many trajectories reproduces the master-equation
solution. Trajectories offer a promising computationally effi-
cient approach to open optimal control since generating ev-
ery trajectory requires only sparse matrix-vector propagation.
Recently, the use of trajectories has been proposed in Krotov-
based optimization [35] for a specific choice of optimization
target. However, there has been little work on the use of
quantum trajectories in direct gradient-based optimal control
since the stochastic nature of trajectories makes it difficult
to provide analytical forms of gradients for gradient-based
algorithms. Here, we present a gradient-based trajectories
optimization technique that significantly reduces the simula-
tion complexity and is flexible with respect to the choice of
optimization targets. The foundation of this technique relies
on automatic differentiation.

2469-9926/2019/99(5)/052327(18) 052327-1 ©2019 American Physical Society
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FIG. 1. The computational graph of a quantum trajectory evolu-
tion must be conditional and allow for all possibilities of the forward
path. Each forward path is only determined at runtime through the
choice of random numbers entering the trajectory generation. At
every timestep, the evolution either proceeds via the nonunitary
Hamiltonian Heff or through a jump ∈ {cl} from one of the possible m
jump channels. The yellow path is an example of the many possible
trajectories.

Important examples of relevant cost functions we imple-
ment are shown in Table I. For the cost functions C1, C2 and
C3, the optimizer monitors and optimizes over intermediate
and/or final physical quantities, like the intermediate (final)
occupation of some state or the intermediate (final) expecta-
tion value of a physical operator. By contrast, cost functions
C4, C5, C6, and C7 ensure that the resulting control pulses are
smooth and experimentally realizable. The total cost function
in any optimization instance is an appropriate linear combina-
tion of these individual contributions, C =

∑
αiCi where the

weight coefficients αi are determined empirically depending
on the desired relative strengths of the different constraints.

C. Techniques for handling trajectories

Another very important consideration for the optimizer is
the ability to implement the number of trajectories needed for
the simulation efficiently, which differs according to the size
and nature of each optimization problem. Fortunately, it is not

always necessary to exhaustively sample the full statistics in
each single iteration of the optimization process. Instead, it
may be sufficient to generate a smaller number of trajectories
which only partially represent the statistics. In the case where
only a single trajectory is used per iteration, the procedure
is known as stochastic gradient descent (SGD) [42–45]. This
generally leads to nonmonotonic convergence, often requires
more iterations, and can produce noisy pulses. A better way
for our model is to include a moderate number of trajectories
in each iteration so that every iteration is based on a batch of
data. This procedure, where gradients applied in each iteration
are generated by a batch of trajectories, is known as minibatch
SGD [49].

Using quantum trajectories allows for flexibility in the
ways simulations could be implemented since trajectories
could be constructed independently of each other. Whether
to generate trajectories in series and/or in parallel, and how
many trajectories should be grouped together, are examples of
questions that the optimizer should address on a case-by-case
basis, depending on the specific optimization problem. Hence,
we implement different ways of grouping and propagating
trajectories in our optimizer to better match the nature of
each optimization problem. In particular, the following three
techniques are used to handle trajectories’ generation.

1. Improved-sampling algorithm

We present an algorithm for generating a balanced sample
of trajectories per iteration using only a fraction of the needed
number of trajectories. This leads to improving the complexity
of the calculation while keeping convergence smooth and time
efficient.

Suppose mtot is the batch size, i.e., the number of trajec-
tories to be used in every iteration within minibatch SGD.
SGD leads to convergence even with relatively small batch
sizes without significantly reducing the convergence speed as
will be shown in the applications. Therefore, SGD allows for
limiting mtot to a small number which helps further reducing
the complexity.

There are two potential limitations to this approach. First,
control pulses will typically be noisy if a very small number
of trajectories is used for every gradient update. To prevent
this from happening, we utilize cost functions C4–C7 to ensure
that stochastic noise in the pulses is canceled. Second, there
is an increase in the number of iterations required to reach
convergence. To circumvent this limitation, we introduce a
technique which only implements a subset of size msim of
the intended mtot trajectories. From this subset, we generate a
better balanced sample for every iteration that makes conver-
gence smooth and fast and also hugely reduces the complexity
of the problem, especially if jumps are rare.

In many practical cases, dissipation and dephasing
timescales are much longer than the timescale governing
the dynamics of the system. For example, many optimized
gates on superconducting qubits may take no more than
0.01–0.1 µs, while decoherence times of the qubit are or-
ders of magnitude larger. In that case, dissipative terms in
the Liouvillian will have a smaller impact on the dynamics
and quantum jumps are less likely to occur. As a result,
inside a statistically representative batch of trajectories, many
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Summary

choice of control methods:
theoretical exploration and experimental constraints

Krotov’s method best for unconstrained exploration
GRAPE for flexibility
gradient-free for severe constraints

optimal control for parameter landscape exploration

QuaDiSQ regime
QSL for transmon qubits

novel approaches to GRAPE: automatic differentiation

full flexibility (nonlinear functional, filters)
“semi-automatic differentiation”: memory efficiency
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obtained perfect entanglers in the Weyl chamber:
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